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N this second part of our journey into Bayes’ Theorem, let’s
start with a recapitulation of the iconic equation before
unpacking, at a less technical level, its prodigious power in
explaining our world.

This equation describes how our understanding should improve
from experience. Here, A represents the different theories competing
to explain how evidence B arises in some situation in which we are
interested. This could be the spread of a disease or the result of the
first at Pontefract.

Bayes’ Theorem was named after the 18th century minister Thomas
Bayes, but it was formulated more explicitly shortly after by French
super genius Pierre-Simon Laplace (1749-1827). Like most
Frenchmen of standing back then, Laplace loved a bet, and it was
actually the problems arising from settling wagers which drove the
nascent subject of probability theory in academia.

Probability theory is necessary to understand statistics. However,
the stats our kids learn in school are not driven by the Bayesian way.
That day is surely coming, but the subject is mired still in the domain
of so-called frequentist probability which hijacked its progress in
Victorian times, thanks to English cultural imperialism. (If you care
to read a tremendous account of the feud between the two schools, I
recommend The Theory That Would Not Die by Sharon McGrayne.)

Loosely speaking, Bayes’ Theorem implies that, if your system
makes Mister Baileys 7-2 favourite for the Guineas and mine says he
should be 20-1, then the next time we meet I should listen to you
more carefully, but you still shouldn’t ignore me totally yet.

Put far more properly, though hopefully still in language the non-
mathematician can understand, the dictum of Bayes’ Theorem as I
prefer to explain it is roughly:

“The plausibility of a model is proportional to the probability of the

data under that model”
Here, ‘model’ refers to each betting system and ‘data’ refers to the

fact Mister Baileys won the 1994 2,000 Guineas. I have left out an
important part of the equation for the sake of sparking your
understanding. But we can come to the prior – denoted by P(A) -
momentarily. For now, I am going to illustrate the guts of Bayes’
famous equation – the P(B|A) which is read ‘the probability of B
given A’ – with a story.

Three friends Rita, Sue and Bob are on holiday in a small town
called Back Of Beyond, USA. They visit the local greyhound
stadium, Dubious Downs, which has curiously banked turns and
short straights. Upon finding that no form guide is ever printed,
Rita expresses her dismay in colourful language, saying: “That leaves

us with two options, and as none of us believes in the ‘dark arts’ of
paddock-watching, we will have to figure out the draw.”

“Well,” returns Sue, “there are three possibilities in dog racing:
low best, high best or no advantage.”

So, the three friends consider each model of the draw separately.
Model 1 is the low-best theory. This arises because it is a geometric
fact that the shortest way round an oval is on the inside. Without
knowing anything else about the occupant of each trap, Rita specifies
the strike rate the friends expect from each trap under Model 1:

MODEL 1 --  Trap 1: 23%, Trap 2: 20%, Trap 3: 17%, Trap 4:
15%, Trap 5: 13%, Trap 6: 12%

“That’s punchy,” says Bob, “but I don’t think it is unreasonable.
It’s the tightest track I have ever seen and the run-in is so short. It
doesn’t seem outlandish to me that Trap 1 would win nearly twice as
often as Trap 6 if the two dogs were just as good.”

Model 2 is the high-best theory. The basis of this is that the banked
turns should interrupt the momentum of wide runners less than those
on the rail. It’s obvious to the three friends that the pattern of their
strike rates needs to be reversed.

Sue puts it best. “This Model 2 has to be a slightly more fanciful
because we don’t know that being able to maintain a good pace will
compensate the wide dogs for the longer distance they must run. This
would be my idea…”

MODEL 2 --  Trap 1: 13%, Trap 2: 14%, Trap 3: 15%, Trap 4:
17%, Trap 5: 19%, Trap 6: 22%

Sure enough, Sue has specified a distribution of strike rates which
are more bunched. But, under Model 2, the friends expect the wide-
drawn dogs to win significantly more often.

Model 3 is easy. Under this theory, every dog has an equal chance
because of the track. “But it is still slightly better to be on the
wings,” reasons Bob, “because Trap 1 and Trap 6 only have one dog
next to them.”

MODEL 3 --  Trap 1: 18%, Trap 2: 16%, Trap 3: 16%, Trap 4:
16%, Trap 5: 16%, Trap 6: 18%

With Model 1, Model 2 and Model 3 written out on a napkin, the
friends agree that these percentages, which are subjective but come
from their experience of race tracks, are fixed. 

What will change as the results come in is their degree of belief in
each model. To begin with, they consider each to be equally plausible
and assign each a prior weight of 1. Before they have seen a race, this
enables the three models to be combined in a forecast which takes
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P(A  B)P(A)
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- - - E X P E C T E D  S T R I K E  R A T E - - -
Theory Trap 1 Trap 2 Trap 3 Trap 4 Trap 5 Trap 6 Weight

Model 1 Low best 23% 20% 17% 15% 13% 12% 1
Model 2 High best 13% 14% 15% 17% 19% 22% 1
Model 3 No advantage 18% 16% 16% 16% 16% 18% 1

Weighted average 18% 17% 16% 16% 16% 17%
Table 1
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everything into account, as illustrated in Table 1.
Prior to a race being run, the combined model gives slightly more

probability to Trap 1 than the others, followed by Trap 6 and Trap
2. Because each model is equally plausible at this stage, the combined
strike rate expected from each trap is just the average of the strike
rates specified by each model.

The first race at Dubious Downs looks even. It’s 7-2 or
thereabouts each runner. The field hurtle into the first turn closely
matched, but Trap 1 gets ahead by dint of the shorter way round and
there is trouble behind. Trap 1 wins, but there isn’t much you can
learn from the placings of the rest.

“The plausibility of a model is proportional to the probability of the

data under that model”
Bayes’ rule dictates that the plausibility of each model should now

be reweighted in proportion to the probability assigned to the
winning dog in Trap 1. This is simple and powerful.

The low-best Model 1 must now be more plausible. Under Model
1, Trap 1 had a 23% probability, in stark contrast to high-best
Model 2 at just 13%. The ambivalent Model 3 split the two,
assigning an 18% chance to the winning dog.

The probability of each model assigned to the winning dog in the
first of 23%, 13% and 18% is known as the likelihood of the data
under each model – P(B|A) in Bayes’ Theorem. To reassign weights
for the combined model in future, all we do is multiply the prior
weight (1 for all three models) by the likelihoods illustrated in Table
2.

The expected strike rate of each trap after the result of the first
race is just the weighted average of the strike rate assigned by each
model to the winner of the first race. Trap 6, for example, has a
weighted average of (12% x 23 + 22% x 13 + 18% x 18) / (23 + 13
+ 18) = 16.4%. (I have rounded the figures in the table which is why
total changes don’t add up to zero.)

Here, the red figures denote the change in the combined model’s
probabilities for each trap as a result of the first race, won by Trap 1.
The combined model has ‘learned’ from the data, proportional to

both the likelihood of that data under each of Model 1, 2, and 3 and
the prior probabilities as dictated by the domain knowledge of Rita,
Sue and Bob. 

In this way, Bayes’ Theorem allows so-called ‘subjective’ human
knowledge to be combined with computational logic. And, it turns
out, under the assumptions made by the model about the system,
there is not a more optimal method in maths.

Finally, let’s imagine that the second race on the Dubious Downs
card is also won by Trap 1, in near identical fashion. The combined
probabilities of each trap are updated in just the same way, with the
weights of each of Model 1, 2, and 3 after the first race (23, 13, 18)
again multiplied by the likelihood of the result of the second race
under that model (see Table 3).

After two Trap 1s went in to open the card, the combined model
has slowly and proportionately increased the probability of a Trap 1
win in future. The rate of change cannot and should not be any
higher because there is a limit to how much the draw advantage can
influence the result. This limit is dictated by Model 1, 2 and 3 all
having some credibility a priori. Only after a long sequence of results
does the initial state of the combined model wash out.

But, it’s important to notice also that Trap 2 becomes more likely
to win now, according to the combined model. This is because the
results so far are most consistent with Model 1 which also happens to
assign a relatively high probability to Trap 2. Bayes’ Theorem has
mimicked human intelligence by learning how a system like draw
advantage really works!

This silly example hopefully shows the profound power of Bayes.
Draw advantages in both greyhound racing and horse racing usually
require vast amounts more data than used here, and, under the usual
frequentist paradigm, the expected strike rate for one stall - inferred
from the number of wins from that stall - isn’t linked systematically
to the stall next door, as it is here. 

In the final part next month, we will see how Bayes theorem
enables us to rate tens of thousands of racehorses all over the world in
a much better way to that with which we are familiar.
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- - - E X P E C T E D  S T R I K E  R A T E - - -
Theory Trap 1 Trap 2 Trap 3 Trap 4 Trap 5 Trap 6 Weight

Model 1 Low best 23% 20% 17% 15% 13% 12% 1 x 23 = 23
Model 2 High best 13% 14% 15% 17% 19% 22% 1 x 13 = 13
Model 3 No advantage 18% 16% 16% 16% 16% 18% 1 x 18 = 18

Weighted average 19% 17% 16% 16% 15% 16%
Change +1% = = = -1% -1%

- - - E X P E C T E D  S T R I K E  R A T E - - -
Theory Trap 1 Trap 2 Trap 3 Trap 4 Trap 5 Trap 6 Weight

Model 1 Low best 23% 20% 17% 15% 13% 12% 23 x 23 = 529
Model 2 High best 13% 14% 15% 17% 19% 22% 13 x 13 = 169
Model 3 No advantage 18% 16% 16% 16% 16% 18% 18 x 18 = 324

Weighted average 20% 18% 16% 16% 15% 16%
Change +1% +1% = = = =

Table 2

Table 3


